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Abstract. In this paper! we present NewsInEssence, a fully deployed digital news
system. A user selects a current news story of interest which is used as a seed article
by NewsInEssence to find in real time other related stories from a large number of
news sources. The output is a single document summary presenting the most salient
information gleaned from the different sources. We discuss the algorithm used by NewsI-
nEssence, module interoperability, and conclude the paper with a number of empirical
analyses.

1 Introduction

Text summarization[10] is used to provide concise versions of text documents to a user who
may not have the time to read the entire source material. A large amount of research has
been devoted to the automatic generation of summaries of single documents. In this paper
we extend the concept of a summary in three ways - our input contains many sources, many
documents, and many time points.

A news event is widely reported in the press. A large number of journalists independently
pick a newsworthy piece and turn it into a sequence of news stories. We are concerned with
the automatic generation of summaries of news events as they occur. In the generic scenario
for our system, NEWSINESSENCE, a user selects a single news story from a news Web site.
Our system then searches other live sources of news for other stories related to the same event
and produces summaries of a subset of the stories that it finds, as specified by the user.

In this paper, we will describe the functionality of NEWSINESSENCE. We will also discuss
the particular challenges that a multi-source time-aware summarizer has to surmount and
the techniques that we used to address these challenges. We conclude the paper with an
evaluation of our approach, a discussion of its scalability and portability, and with a glimpse
into current work done at our group to extend the functionality of NEWSINESSENCE.

1.1 Related Work

Summarization of multiple documents originated with the SUMMONS system [5,9]. In it,
a series of related stories in a restricted domain were converted to a semantic representa-
tion using information extraction and then a summary was produced using natural language
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generation techniques. Later work on multi-document summarization includes the identifica-
tion of similarities and difference among related articles [3,4]. Maximal marginal relevance
(MMR) was introduced in [2] as a measure for the amount of new information in an article.
The summarizer used in NEWSINESSENCE makes use of relative utility, a metric similar to
MMR.

Taxonomically, NEWSINESSENCE falls somewhere between FISHWRAP [1] and SUM-
MONS. As in FISHWRAP, it builds personalized view of news sources, and as in SUMMONS,
it produces summaries of multiple documents. Unlike SUMMONS, NEWSINESSENCE is
domain-independent and scalable to ten news sources and several dozen documents. In addi-
tion, our system automatically locates topically-related stories on a large number of real-time
search engines.

2 The NewsInEssence System

2.1 Topic-focused search

Overview. Our system’s topic-focused search is implemented by a web-crawling agent called
NewsTroll. Beginning with a given news story’s URL, NewsTroll attempts to gather a cluster
of related stories from the Internet in real time.

The agent runs in two phases. In the primary phase, it looks for related articles by travers-
ing links from the page containing the seed article. Using the seed article and any related
articles it finds in this way, the agent then decides on a set of keywords. It does this using a
modified TF*IDF technique to pick out words used often in this cluster but rarely in general.

Once it has settled on a set of keywords to use, it enters the secondary search phase. In
this phase, it attempts to add to the cluster of related articles by going to the search engines
of six news web sites and using the keywords which it found in the primary phase as search
terms.

In both phases, NewsTroll selectively follows hyperlinks from its start page, i.e., the seed
URL in the primary phase and the news site search pages in the secondary phase. In selecting
which links to follow, NewsTroll aims to reach pages which contain related stories or further
hyperlinks to such pages. In order to maximize the likelihood that a followed link is in one of
these two categories, NewsTroll uses several levels of rule-based filtering.

Both general and site-specific rules help NewsTroll determine which URLs are likely to be
useful. For example, its general rules tell it that a URL ending in “.jpg” should be screened
out because it is unlikely to be a news story or contain links to news stories. A site-specific
rule might say that on a given Web host, any link not pointing to the “news” directory is not
of interest.

Only if NewsTroll determines a URL to be “interesting” according to these rules will it
go to the Internet to fetch the pointed-to page. That page’s hyperlinks are then extracted for
review. A more stringent set of (mostly site-specific) rules are applied to determine whether
the URL is likely to be a news story itself. If so, the similarity [7] of its text to that of the
original seed page is computed. This similarity is measured as the cosine distance between
IDF-weighted n-dimensional vector representations of the two documents. If the measured
similarity is above a given threshold, the page is considered to contain a related news article
and is saved and added to the cluster.

By using the logic of its rules and employing successively rigorous layers of filtering as
described above, NewsTroll is able to screen out large numbers web pages quite inexpensively.
The more intensive (and expensive) operation of testing lexical similarity is thus reserved for
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the much smaller number of pages which are likely to be related articles. Consequently, the
agent can return useful results in real time.
Algorithm. The NewsTroll algorithm can be summarized as follows:

Input : SeedUrl, SitesToSearch, ExitConditions
Output : Cluster

Cluster<-SeedUrl
WeightedKeywords<-get_common_keywords (SeedUrl, SeedUrl)
LinkedUrls<-get_links (SeedUrl)

//primary search
while UrlToTest<- next(LinkedUrls)
&& PrimaryExitCondition != true
if follows_useful_rules(UrlToTest)
LinkedUrls<- LinkedUrls + get_links(UrlToTest)
if follows_article_rules(UrlToTest)

&& (similarity(SeedUrl, UrlToTest) > threshold)
Cluster<- Cluster + UrlToTest
WeightedKeyWords<- WeightedKeyWords +

get_common_keywords (SeedUrl, UrlToTest)

SecSearchKeyWords<- max_n(WeightedKeyWords)

//secondary search
while SearchSite<-next(SitesToSearch)

&& SecondaryExitCondition != true
SearchPage<- generate_search(SearchSite,
SecSearchKeyWords)

LinkedUrls<- get_links(SearchPage)
while UrlToTest<- next(LinkedUrls)
%&& SecondaryExitCondition != true
if follows_useful_rules(UrlToTest)
LinkedUrls<- LinkedUrls + get_links(UrlToTest)
if follows_article_rules(UrlToTest)
%% (similarity(SeedUrl,
UrlToTest) > threshold)
Cluster<—- Cluster + UrlToTest

Return Cluster

All input parameters to the NewsTroll algorithm, such as SeedUrl, SitesToSearch, and
ExitConditions, are modifiable by the user.

A otated ample Ru . To illustrate the operation of the NewsTroll agent and its role
the NewsInEssence, we will now explain the system’s operation in a recent example run.

The example begins when we find a news article we would like to read more about. In
this case we pick a story is about a breaking story regarding one of resident-Elect Bush’s
cabinet nominees (see Figure 1).

Now that we have found our seed story, we input its URL into the NewsInEssence system.
We then, select our search timeout and other options, click ’ roceed’ and wait for our results
(see Figure 2).

NewsTroll begins its crawl at the start page we have selected. In a selection from the
agent’s output log in figure 3, we can see that it first extracts links from the page, and then
decides to test one which look like news articles. We then see that it tests this article and
determines it to be related. This article is added to the initial cluster, from which the list of
top keywords is drawn (see Figure 3).

In its secondary phase, NewsTroll uses these keywords to give the secondary search a
targeted nature: it lets the search engines of the news sites do the work, and if we have
selected good keywords (as we have in this case) most of the links seen by NewsTroll in the
secondary search will indeed point to related articles (see Figure 4). In fact, the search terms
are so successful in this case that only one of the 12 articles tested in the secondary phase
turns out to be unrelated to the seed story. Upon exiting, NewsTroll reports the number of
links it has seen, followed, tested visited and retrieved (see Figure 4).
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. Sample Run - stage 1.

. Sample Run - stage 2.

The agent reports its progress to the user and provides a link to the GUI for visualization
of the cluster (Figure 5). Using the GUI, the user can visualize the cluster and select which
of the articles to summarize (see Figures and 7). Figures , and 9 show the interface to the
summarizer.

2.2 ta dardi atio of ocume t ormats

rocessi gthe T les. Most language processing summarization systems start with
documents that may not share a common format. NEWSINESSENCE must address this problem
in terms of handling news documents from web sources which format their documents very
differently. In order to enable our system to comprehend the information and use it effectively,
it is hence essential to process the documents returned by the NewsTroll and represent them
in a common format. Our system does this by translating the raw TML data into an ML
format with a fixed DTD.



Lecture Notes in Computer Science

. Sample Run - stage 3.

. Sample Run - stage 4.

ommo ews ormat. The ML format used to represent all retrieved documents is
illustrated below with an example of a conforming document. (Table 1 explains the individual
tags and their purpose.)
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. Sample Run - stage

rs . In order to achieve the conversion into this common format, we wrote software to

process and translate documents from the raw TML cluster which is retrieved and saved by the
NewsTroll agent.

The first step in the conversion process involves cleaning the TML to remove tags not of interest

to our system, such as script tags, style tags, etc. ollowing this the TML file is made well-formed

with the aid of an open source program called . The well-formed TML is then transformed
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. Sample Run - stage

. Sample Run - stage

into an ML file conforming to the DTD described above using an  SL style sheet. The current
conversion is based on TML formats observed from supported news sources vi . CNN, C,
MSN C, N Times, ahoo and USAToday.

The SL template must support the multiple formats used on these various sites in order to
correctly e tract meta-data into the set of tags used in our system s common article format. ore -
ample, our common format specifies that an article s publication date should be stored in the DATE
tag. owever, one news site may store this data in an TML meta-tag named  riginal ublication
Date , while another may store it under two separate meta-tags, pubdate and pubtime . The

SL style sheet contains the rules for translation between these varying proprietary formats and our
own common DTD. y encapsulating this nowledge in the SL file, our approach ma es it relatively
easy to adapt to changes in source formats or support new sources.

s. aving retrieved a number of documents and processed them to conform to our own

ML DTD we now re uire some way of inde ing the documents so that some subset of them may be
accessed for summari ation. or e ample, the user may wish to summari e all the documents that
have been retrieved from a given source or in a given time interval.

We achieve this inde ing through another SL-based translation. This second translation ta es
as input the ML documents produced by the above-described conversion of the cluster of TML
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. Sample Run - stage 8.

. Sample Run - stage 9.

stories from the web. It then produces a single ML inde file which contains inde data for each of
the articles in the cluster.

a . igure 10 shows an e ample of the ML inde file. The inde is used to
retrieve documents in the cluster by source, date of publication, etc.

2. ser 1 terface

nce the news stories found by the NewsTroll agent are translated into ML and an inde file
generated, the user can use our systems Ul to visuali e the cluster See igures and
The UI uses the document meta-data e tracted in the conversion process described above to
represent each article as a data point in a two-dimensional space. The hori ontal a is is the time
line while the vertical a is corresponds to various sources where the news articles come from. The
coordinate system is scalable and can accommodate an arbitrary number of sources and arbitrary
time range. The distance along the time a is between two data points is proportional to the actual
difference between the two time points.
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TA NAME UR SE TA STATUS
D C This tag encloses the entire document Re uired
EAD This tag contains information e tracted Re uired
from the meta data in the TML files.
ILENAME This tag contains the local filename Re uired
under which the document is stored
S URCE This tag contains information about the Re uired
source of the news article. E.g., C, CNN, etc.
URL This tag contains the e act url of the document Re uired
EADLINE This tag contains the headline ptional
of the news story
DESCRI TI N|This tag contains a short description ptional
of the story.
TITLE This tag contains the title of the webpage ptional

that the document corresponds to.
E W RDS |This tag contains some of the eywords in the news story. ptional

RDATE This tag contains the date on which the Re uired

article was retrieved. The date is in an ASCII

format that may be interpreted using e isting erl modules.

DATE This tag contains the date Currently ptional
that the article was published
D This tag currently only contains Re uired
the te t tags
TE T This tag encloses the actual te t Re uired
or the news story.
ab . Mar up tags for ML documents in the common news article format.

The UI also gives users the e ibility to specify a time range and set of sources. The selected
subset of data points can be highlighted in the 2D space and, using the cluster s inde file, the UI
can then pass the corresponding articles filenames to the summari er. Using the local files which
have been downloaded by the agent ma es the summari ation process e tremely e cient.

The Ulisimplemented as a ava Swing applet. I M's ML4 parser is used to parse the inde
filein ML format. ortability of ava and ML technologies spea s for that of our system.

The mu ti document summ ri tion ¢ end

The multi-document summari ation bac end of is an improved version of the one
used in s predecessor, 8, . It is based on a techni ue, called

which ta es into account, among other things, salient terms from the entire
cluster of related documents to pic what e cerpts to select for the cluster summary.

E eriments

In order to test the current performance of the NewsTroll agent, the following e periment was carried
out

12 seed pages were selected, at least one each from the si news sites currently supported by
NewsTroll s rules. The stories reported on these seed pages came from a range of topics, from the
latest Middle East peace efforts, to the recent election of a new president in hana, and to power
shortages in California.
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< xml ersion=
<I E >
< 0C>
<SOURCE>
news c co uk
</SOURCE>
<URL>
http://neus
/ stm
</URL>
< ILE E>

standalone= yes

>

c co uk/hi/english/ usiness/newsid_

/clair/html/snsnews-demo/data/
news ¢ co ukSL S hiSL S englishSL S usinessSL §

newsid_
</ ILE E>
<P TE>

</P TE>
<R TE>

</R TE>
</ 0C>
< 0C>
<SOURCE>
WWW msSn ¢ com
</SOURCE>
<URL>

http://www msn ¢ com/news/

</URL>
< ILE E>

SL S

stm

/clair/html/snsnews-demo/data/

www msn ¢ comSL S newsSL S

</ ILE E>
<R TE>

</R TE>
</ 0C>
</I E >

asp

/http:SL S SL S

/http:SL S SL S

or each story, two sample runs of the agent were performed. The only difference between the
two runs was that the first would use a higher le ical similarity threshold 0.28 , the second a lower
one 0.18 . The following parameters all settable through the web interface in

Timeout for entire run

Ma imum of

8 minutes
le ical similarity tests or 1 pages retrieved per source

Use all sources if time permits

Results of the e periment are in Table 2.

igure 2 were used

Note the following interesting results

tr arc | r ar arc c ar arc
s a A a s at a s rc s

Seen| ollowed| isit|Test Save| isit|Test|Save|Test Save|Total| ruitful

igh |1 00 293 4| 40 23| 228 123 1 0 3 2
Low |1399 2 40 23| 193] 11 80| 81 32 21

Total|3099 0| 149| 80 4 | 421|238/ 1 1|1 14 9 4
Avg | 129 23 2|1 3.3 19|/1 .| 9.9 2 A 29 1.9

ab . Results.
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An average of eight related pages returned per article, with 1.9 of these being found in the
primary run.
Appro imately one-si th of hyperlin s passed the first set of rules and were visited for lin
e traction. In turn, and appro imately one-half of those pages were determined to be news
articles and were tested for le ical similarity with the seed story.
There was little correlation evident between the agent s results and whether the higher lower
similarity threshold was used. E amination of the data showed that only 8 of 318 pages tested
fell into the range in between the high and low thresholds used. These tended to be pages which
were tangentially related to the seed article, i.e. news summaries which contained a small section
about the story in uestion. erhaps a larger or more diverse sample would yield more pages in
this range. If so it might be useful to segregate these articles into a bac ground info cluster
NewsTroll ran an average of 13.1 similarity tests in an entire run. n average, . of these 13.1
articles were udged by a human to be related, and of these NewsTroll correctly saved .1 on
average. The discrepancy of . - .1 .4 articles search is made up of articles which NewsTroll
did not udge to be related, i.e. whose similarity to the seed page fell below the le ical similarity
threshold used.
Although there are si news sources which the NewsTroll nows how to uery in its secondary
run, on average it only successfully reached three of these per run. This generally happened
because the search timed out. Ta en together with the result that 2 3 of sites visited in the
secondary search yielded at least one related article, this indicates that with more tuning or
more time , the NewsTroll would very li ely return a higher average number of stories per search.
nly for one of twelve seed stories did the secondary search phase yield no related stories. This
indicates that the primary search phase was e tremely successful in choosing eywords for the
secondary search from its initial cluster.

onc usion

We presented a digital news system, which produces domain-independent multi-
document summaries of clusters of related news articles that one of the system s modules, NewsTroll
collects using le ical similarity from a user-specified seed story. A fully-functional system is available
on the Web at

h erun.si.umich.edu ¢ air snsne s dem snsne s.cgi.

A cala ilit a d porta ilit issues

The current implementation of wor s entirely through the web, and can be used by
anyone with a ava-enabled browser. While our test usage re uired only the resources of a pedestrian
web server, a larger-scale implementation would re uire a scaling up of certain system components.
or instance, ID data for le ical similarity tests is currently accessed from a at file by each instance
of the NewsTroll agent, where an online database would be more e cient for a larger number of
concurrent users. Another scale issue is the addition of news sources to the agent s rule base. Although
the system s modular design ma es this fairly painless from our perspective, system administrators
for commercial news sources might ta e a dim view of a large-scale robot slowing down their site.

.2 uture work

Aside from changes that would improve speed and e ciency of cluster gathering, a focus of future
wor on the system will be the summari ation module. In particular, the increased reliability of our
cluster gathering shifts the focus onto the tas of multi-document summari ation. That is, now that
we can get a set of related stories, how best to produce a concise, non-redundant summary.
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